
Automatic Parallel Per formance Analysis and Tuning for  Large Clusters 
 

C R Krishna Kumar, Prahalad H A, Srigurunath Chakravarthi, Bharath Seshadri 
MPI Software Technology India Pvt. Ltd., Bangalore, India. 

{ crkkumar, prahalad, ecap, sbharath} @msti-india.com 
 

Andrew Watkins 
MPI Software Technology Inc., Starkville, MS, USA. 

andrew@mpi-softtech.com 
 

Abstract 
 

This paper describes on-going development of a performance analysis and 

tuning tool for parallel MPI [11] applications running on large clusters. 

Several parallel performance debugging tools such as VaMPIr [5], AIMS 

[3], and ParaVer [7] exist. Most of the existing tools provide post-mortem 

analysis and rely extensively on program visualization techniques to aid 

the user with performance bottleneck detection. Post-mortem analysis has 

limited utility for parallel programs that execute for several hours or days, 

and visualization of program flow can often be too complex to be useful 

for tuning applications executing on many processors (over 100 nodes). 

This work addresses the above-mentioned issues by providing real-time 

analysis and automatic performance bottleneck detection techniques using 

Artificial Intelligence (AI) techniques and a query-based interface. The 

tool uses J2EE technology [10] and a relational database to provide 

portable and secure real-time remote access to trace data that enables users 

to visualize and analyze parallel programs executing across the Internet 

using a web-browser. The tool will not only provide performance metrics 

for MPI applications, but will also detect bottlenecks arising from the MPI 



messaging layer. This work is envisaged to be particularly useful for 

performance tuning of parallel applications and messaging software on 

heterogeneous clusters. 

1. Introduction 

Advances in Cluster Computing technology have led to wide deployment of parallel 

applications on clusters. As clusters grow larger, it becomes more and more challenging 

for parallel applications to derive maximum performance from the underlying system [2].  

In order to tune applications for optimal performance, we need mechanisms to identify 

performance bottlenecks arising from disparate sources. The sources of performance 

bottlenecks may be seated in the application itself, in the messaging protocol stack, or 

may be a result of transient or permanent hardware problems or a combination of the 

above. This paper describes research and development of a performance analysis tool for 

tuning applications using the Message Passing Interface (MPI) Standard [11] in a cluster 

environment. The scope of the current development is limited to MPI applications but the 

design is general enough to be applicable to performance analysis of parallel applications 

using other programming paradigms such as PVM [9] and OpenMP [12]. 

Several tools aiding performance visualization and analysis of parallel applications are 

available [1]. These include SvPablo [8], Paradyn [6], VaMPIr [5], ParaVer [7], Upshot 

[4], AIMS [3] and other tools. Each of these tools focuses on a different aspect of 

performance analysis. For instance, Paradyn is a powerful general-purpose tool that can 

be used even in parallel environments but with limited relevance to parallel programs per 

se. AIMS, Nupshot and VaMPIr are tailored for tuning MPI programs. ParaVer aids 

visualization and analysis of parallel programs with no specific support for tuning 



message passing MPI programs.  

The rest of the paper is organized as follows: Section 2 describes our goals. Section 3 

discusses the design of various components of the tool. Section 4 describes the 

functionality that is being implemented into the tool. Section 5 addresses the challenges 

involved in the design and development of this work and section 6 concludes the paper. 

2. Goals 

Most of the performance tuning tools listed above rely on a fair degree of graphical 

representation of parallel programs to aid the programmer identify application 

bottlenecks visually. For large clusters visualization of program flow can be too 

confusing to help the user draw concrete inferences on program behavior. Our goal is to 

develop a tool that relies more on presenting an analytical interface to programmers to 

query performance metrics of MPI programs, suitable for large clusters (100s of nodes).  

The tool will use Artificial Intelligence (AI) techniques and internal metrics from the 

MPI messaging library to automatically detect performance bottlenecks.  The tool will 

also present a graphical interface suitable for visualization of programs with relatively 

fewer MPI ranks (10s of MPI ranks). An auxiliary goal for our tool is to support real-time 

visualization and analysis of MPI programs to enable on-the-fly bottleneck detection. It is 

also desired that users be able to analyze and visualize trace data from a remote location 

using just a web-browser. 

3. Design 

The various components of our design are presented in this section. The overall design is 

optimized to meet the goals as explained in the previous section.  



Overall Architecture 

Typically, the tools we have encountered so far are either single-tiered (i.e., stand-alone) 

or two-tiered (i.e., client-server). We use an N-tier model (see figure 1) to allow 

concurrent access to trace data from multiple users for collaborative analysis, and for 

better scalability required for analysis of large amounts of trace data. The tool uses J2EE 

technology [10] and a relational database to provide portable and secure real-time remote 

access to trace data that enables users to visualize and analyze parallel programs 

executing across the Internet using a web-browser. In this approach the client module 

(browser) requests for specific information, the web-server responds to these requests, 

and all the processing required to generate this information is done at an application 

server. Logic at the application server obtains information from a database server that 

retrieves data that is updated periodically by the profiling agents running on the HPC 

cluster. Thus, the simple client-server application now expands to a multi-tier 

architecture. Developing our tools in this multi-tier architecture can be easily divided into 

two parts. The first part (application-tier) would involve all the tasks that one would 

perform while developing a stand-alone application excluding the display/user interface 

generation. The second part (web-tier) would involve generating the display using Java 

Swings/Applets, Servlets, etc. The web-tier interfaces with the application-tier and the 

application-tier interfaces with the back-end (HPC-tier) to generate the necessary 

information. Added advantages of using this model is the that software at the client-side 

does not need re-distribution whenever it is updated, and that emerging technologies will 

enable one to monitor their parallel processes through handheld devices and cell phones. 



3.2 Design Overview 

 

As illustrated in figure 1, MPI programs run on a High Performance Computing (HPC) 

platform. Trace data gathered from MPI tasks (i.e., "MPI ranks") obtained by the 

Profiling Agents. The Profiling Agents communicate with the Master Agent running on a 

separate node in the HPC cluster to periodically hand-over trace data and to receive run-

time control information generated by the user. The master agent communicates with an 

Application Server / Web Server to pass on the trace data. The core logic to process trace 

data resides on the application server. The Application Server also contains logic to 

respond to client requests emanating from the user's browser. The Java-enabled client 

browser executes the graphics and display functions. 

Figure 0Overall Architecture 
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3.3 Information flow  

The figure below illustrates the data path between the traced MPI process and the user. 

Raw trace data from the agents is collected at the Master Agent and relayed to a process 

running on the Application Server. At the Application Server, raw trace data is filtered 

and relayed to the browser for run-time visualization. Trace data is also written to the 

database in a schema suitable for extracting analytical information. A component of the 

Application Server queries the database whenever the user wants to view summary 

statistics and results of performance analysis, and returns the results to the browser. The 

user can pause and resume MPI applications from the browser, in which case, 

information flows in the reverse direction (i.e., from the browser to the agents).   

3.4 Design of Individual Components 

Profiling L ibrary 

The Profiling Library uses the PMPI profiling interface [11] to gather metric data whenever an 

MPI function is invoked. Trace data is periodically compressed and transferred to the respective 

agents using lock-free shared memory queues. 

Profiling Agents and Master  Agent 

Profiling Agents (or "Agents") run on every node that has an MPI program running. 

Figure 2 Information flow from the profiled MPI program to the browser 
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Agents collect trace data and send it to a Master Agent that executes on a dedicated node 

in the HPC cluster. The Agents and Master Agent constitute an MPI process by 

themselves, and are launched by the user before launching the MPI application to be 

tuned. The Master Agent creates a central point of convergence for all trace data before 

being passed on to the data filtering and analysis logic on the Application Server. On 

large clusters (with 100s of MPI processes), the Master Agent is implemented as a 

hierarchy of Master Sub-agents connected by an n-ary tree for better scalability. 

Database Server  and Database 

Trace data is handed to a database server to be stored in a relational database. Existing 

tools such as VaMPIr [5] make use of proprietary trace file formats using flat files. By 

using a database, we tradeoff disk space for easier concurrent and query-based access to 

trace data that is crucial for real-time analysis. 

Web and Application Server   

The Server provides a J2EE [10] application server environment in which Java Servlets 

collect user inputs, extract the requested information, and display the results. The web 

server implements the Presentation Layer of the N-tier architecture. 

Automatic Analyzer  

This is a process that runs on the server side that uses Artificial Intelligence techniques to 

isolate performance bottlenecks. The AI techniques that will be used is still under 

research. We present a brief description of our research direction here. There are several 

ways of viewing the problem domain of automatic bottleneck detection in light of 

applicable artificial intelligence techniques. In general, all of the AI techniques discussed 

here employ some method of examining raw data to extract meaningful patterns. For our 

proposed domain, the raw data will consist of the sequences of MPI (and possibly other) 



library calls made by each node in a parallel application. With this raw data and 

sequencing information, we can then examine the data for key patterns that indicate 

where in a user's applications bottlenecks and, potentially, other problematic areas lie. 

One approach will be to combine the temporal patterns collected at each node to develop 

an abstract view of the shapes of traffic patterns. This could be done through the use of 

fuzzy data mining techniques, which allow the extraction of fuzzy association rules and 

fuzzy frequency episodes. These rules mined from the raw data can then be used for 

developing our general model of the shapes of traffic patterns. Other methods to apply 

would include unsupervised learning, also known as clustering, to discover patterns 

within the raw data of the sequences of library calls. The identified patterns could then be 

analyzed to discover why certain behaviors are occurring in the system. These patterns 

could be combined with predictive models, such as neural networks or, even, Bayesian 

networks, to provide an automatic method of labeling and classifying particular observed 

behaviors in the system. This would lead to the ability to automatically identify both 

problem areas, such as bottlenecks, as well as productive areas in a user's application. 

Client Software 

Client-side software consists of Java Applets invoked through a web-browser. The 

applets contain logic to present the user with a graphical query interface, to transmit user 

requests to the server, and to interpret the results for graphical and textual display.  

4. Functionality 

4.1 Profiling 

To obtain performance metrics, users link their application to our profiling library and the 

vendor supplied PMPI library. Before launching the target MPI application, the user 



launches the profiling agents and master agent. 

4.2 Accessing trace data 

Users can access and analyze trace data using a browser with Java plug-ins. The figures 

below show the main interface and a pop-up that allows the user to specify a trace file of 

interest. 

 

 
Figure 3 Main Menu 

 

Figure 4 Pop-up for choosing a trace file of interest 

4.3 Analysis 

This tool intends to support both user-initiated analysis as well as Automatic bottleneck 

detection based. 

User-initiated analysis is done using an interface for both user-defined as well as pre-

defined queries to the trace database. Certain useful data such as a summary of message 

traffic between MPI ranks and time spent in various portions of the program can be 

accessed using a set of "pre-defined queries" implemented by the tool. The figure below 



shows a Graphical User Interface that allows users to construct "user-defined queries" for 

performance statistics. Results generated by these queries can convey aggregate as well 

as individual data such as, time spent in a specified set of MPI calls, total number of 

sends or receives executed by a specified set of ranks, and so forth. 

 

Figure 5 User Interface for querying the trace database 

“Automatic Bottleneck Detection”  is a feature that analyzes the trace database using a set 

of rules that are most applicable based on the application and the purpose of performance 

analysis. Some of these features use AI techniques that are still being researched, as 

mentioned in the previous section. The following are some of the mechanisms that the 

tool provides for automatic bottleneck detection: 

- Execution History: Bottleneck detection is done by comparing trace data 

generated by an application with those generated from previous executions of the 

same application. This is particularly useful to find the causes of performance 

degradation that may occur when an application is (a) ported to a new platform, 

(b) migrated from one cluster to another, or (c) partially re-written. 

- Traffic Pattern Analysis: The volume of communication and computation 



between any two ranks is analyzed to identify unsuitable mapping of processes to 

processors and the communication medium. This is particularly useful on 

heterogeneous networks with a combination of slow and fast processors and 

networks. This is also useful to ensure performance portability when applications 

are migrated from one environment to another. 

- Benchmark Compar ison: Benchmark information can be used to identify 

segments in an application that exhibit sub-optimal performance. Benchmarks for 

point-to-point bandwidth and latency, bisection bandwidth etc., are measured and 

stored in a database before the application is executed. This database is used to 

identify sub-optimal performance while the program is executing.  

- Messaging L ibrary Data: Information from internal hooks added to the MPI/Pro 

MPI library [13] (such as average length of receive-queues, blocking time, etc.) is 

used to detect bottlenecks that arise from the messaging library, and bottlenecks 

that can be detected better from the messaging layer. For example, if a particular 

MPI rank receives mostly “unexpected messages”  [13] it can be inferred that this 

rank is lagging behind the other ranks most of the time. The cause for this could 

be a slow processor or too much computation work for the slower task. 

4.4 Visualization 

When the numbers of MPI ranks are small, visualization can be effectively used to 

convey information to the user. The tool provides a view of the execution time-lines, 

graphic representation of parallelism and degree of synchronization. Statistical query 

results are displayed using tables, pie charts, and histograms. 



4.5 Real-time suppor t 

Real-time control includes features like pausing and resuming the application, enabling or 

disabling profiling and changing the metrics that are being gathered. The tool also 

provisions for on-the-fly trace data analysis, in contrast to post-mortem analysis where 

the user has to wait until the application completes to begin any sort of analysis. This is 

particularly useful for applications that execute for a long duration, where the user may 

potentially need to re-run the entire application every time a bottleneck is corrected 

(because fixing one synchronization bottleneck may expose other newer bottlenecks). 

Another drawback of post-mortem analysis is that the trace-file grows very large (several 

Gigabytes in a few minutes or hours). We are researching AI techniques to analyze trace 

data on-the-fly and to replace "useless data" (from the standpoint of having no 

performance anomalies) with summary information to reduce the trace database size. On-

the-fly analysis also helps in identifying node malfunctioning to enable decision making 

for potential dynamic process migration. 

5. Challenges 

We encountered several challenges in our attempt to provide real-time query-based 

performance analysis mechanisms. The primary challenges include coping with the size 

of trace data for large clusters, limiting the network bandwidth required to transfer trace 

data to a central database, limiting the intrusiveness of the profiling agents, and 

implementing a globally synchronized clock to present a consistent process timeline to 

the user. These challenges will be described in detail in a separate paper because they 

deserve analysis that is beyond the scope of this paper. Currently, we have mitigated 

some of the above mentioned challenges as outlined below. Challenges related to run-



time accumulation of trace data is mitigated by provisioning for various modes of 

operation (such as real-time vs. post-mortem analysis, high-speed vs. conventional 

network capability). Depending on the hardware resources available, the user can choose 

an appropriate mode that optimizes real-time capability.  The tool also provides a user 

interface to turn profiling on and off totally or selectively to control the level of 

intrusiveness of the tool. We have implemented a coarse-grain global clock-using 

message passing between Profiling Agents transparent to the MPI application. The 

schema of the relational database containing trace data has been optimized to minimize 

database size and query execution times for most commonly used queries. Lastly, trace 

data is pre-processed and compressed by the agent before it is transmitted on the network 

through the agent hierarchy until it is handed to the database server. 

6. Conclusions 

This paper described on-going work to implement a performance-tuning tool for MPI 

programs. Unlike many other tools, this tool de-emphasizes graphics and emphasizes on 

providing automatic and manual analysis mechanisms to the parallel programmer. It uses 

an N-tier architecture and advances in Web technology to provide a scalable, portable and 

web-friendly interface to trace data. Both real-time and post-mortem access to trace data 

is provided. We are researching AI techniques to provide automatic bottleneck detection 

that may be particularly useful for tuning applications that run on large clusters, run for 

long durations, or applications that contain too many lines of source code to be suitable 

for manual assimilation and analysis by the programmer. 
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