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Abstract. Current web server farms have simple resource allocation
models. One model used is to dedicate a server or a group of servers
for each customer. Another model partitions physical servers into logical
servers and assigns one to each customer. Yet another model allows cus-
tomers to be active on multiple servers using load-balancing techniques.
The ability to handle peak loads while minimizing cost of resources re-
quired on the farm is a subject of ongoing research.

We improve resource utilization through sharing. Customer load is ex-
pressed as a multidimensional probability distribution. Each customer is
assigned to a server so as to minimize the total number of servers needed
to host all the customers. We use the notion of complementarity of cus-
tomers in simple heuristics for this stochastic vector-packing problem.
The proposed method generates a resource allocation plan while guar-
anteeing a QoS to each customer. Simulation results justify our scheme.

1 Introduction

Web server farms offer managed clusters of servers to host web applications for
multiple businesses. They allow businesses to focus on their core competencies
while availing of technical skills, scalability, high availability of servers, and re-
duced system management costs due to economies of scale.

Resources on servers include CPU, memory, network bandwidth, and disk
I/0, etc. The simplest approach used for hosting customers is to dedicate re-
sources to each customer ( [17], [18], [19]). A customer is given an integral number
of servers, or, a physical server is partitioned into multiple isolated virtual servers
for its customers. However, the peak-to-average ratios of customer load tend to
be quite large ([2]). So, to handle peak loads the web server farm reserves costly
resources that lie idle during average load conditions.

Another approach allows applications to reside on more than one shared
server, so that each customer can be serviced from multiple servers. Load bal-
ancing techniques are used to spray the load evenly across servers ([6]). For
complex applications, this may consume significant server resources. It also in-
troduces the overhead of monitoring and interpreting the customers’ load in



real time. Where applications share servers, a surge in the traffic of one cus-
tomer may adversely affect other customers. Given the drawbacks of the above
schemes, systems which can improve resource utilization, while guaranteeing QoS
to customers are a subject of ongoing research ([1]).

Access rates of web sites are observed to have periodicity on multiple time
scales such as daily, weekly, and seasonal ([2], [3], [9]). Web sites experience peak
loads at different times ([21]), such as sites accessed from opposite time zones.
Again, a weather forecast application may be accessed mainly in the morning,
while stock quotes may be heavily accessed in the evening. The proposed system
makes use of customers’ periodic access patterns to assign each customer to a
server so as to minimize the total number of servers needed. We model this as a
stochastic vector packing problem which is an NP-hard problem. We use simple
off-line heuristics to give a resource allocation plan with QoS guarantees.

Related work has been done in the context of stochastic networks ([13], [14]).
These are conservative approaches that use a single number to approximate
burstiness, suitable for short-lived traffic (time scales of seconds). We use exact
probability distributions, since we look at a different time scale. Also, by sub-
dividing time intervals we improve on the notion of QoS in this work.

We believe that exploiting the temporal complementarity of customers’ peak
load using vector-packing is a novel approach for optimizing resource usage.
Though the system we propose is in the context of web server farms, it is ap-
plicable more generally to other domains where resources may be divided into
modifiable partitions. The implementation of our system would need OS-level
support to partition resources and to measure their usage. Several such systems
exist ([5], [11], [21]). We illustrate the potential of our system through simula-
tions on a set of traces obtained from the Internet Traffic Archives [20].

2 Stream-Packing Approach

Customer Workload Characterization: Resource allocations on individual
machines are modeled as independent variables in [4]. Resource allocation is op-
timized using periodically collected usage data. Their model is linear (like ours)
but not stochastic. This simplification is required for ease of analysis. However,
linearity does not hold for resources like disk bandwidth. Non-additivity also
appears as the load increases especially where there are many customers. For
example, at higher loads the total resource usage due to multiple processes may
not be the sum of individual resource usage levels at lighter loads.

We model the customer resource requirement by means of a random vector
having d = r x k dimensions, where there are r resources and k time slots (e.g.,
k = 24 if the day is divided into hour-long time slots). The resource requirement
process is assumed to have the same distribution each day (or any other suitable
period). The random variable X;; denotes the requirement of customer i at
any time ¢ within the time interval corresponding to dimension j. Assuming
stationarity, this random variable has a distribution that is independent of ¢.
Stationary stochastic models for web traffic can be found in [9], [12], and [15].



Each customer i negotiates an agreement whereby he is always allocated a
minimum resource requirement a;; (at least 0), and can specify a maximum
requirement of b;; (less than or equal to the capacity of a server) for all j =
1,...,d. Let Y;; denote the capacity promised to 4 in j. Past access patterns are
used to estimate the distribution of X;; and hence Y;; for j = 1,2,...,d.

Yi]‘ = ajj if Xij < agj
= Xij if aij < X5 < by

= b;; otherwise.

We introduce the notion of a-satisfiability as a measure of QoS. A customer
is said to be a-satisfied if he receives his promised capacity at least a proportion
of time in each dimension. Let customers C1,...,C' be allocated to a server and
let =( 1,.., ) denote the server capacity. This allocation is « satis a le
if for every 5 1,...,d , and « (positive scalar constant less than 1),

This is a stronger guarantee than ensuring that during an entire 24-hour
period a customer is given promised capacity a proportion of time (since a
customer may fall short during his peak period). A notion of QoS that is based
on usage history has been used in [13], [14]. However, it is for a single time-
resource dimension. Unexpected surges are likely to cause a deterioration in
the performance of such a QoS. Our scheme implicitly provisions for response
time and throughput, since the notion of capacity of a server is derived from its
performance under a given load [10].

esource llocation ro lem: Given  customers, we wish to find the
minimum number of servers needed to host them, subject to a-satisfiability as
defined above. Each customer resides on one of the servers, sharing it with the
other customers on it. This problem can be solved through a vector-packing
approach, which is a generalization of bin-packing to multiple dimensions. in-
packing is an integer programming problem where items of various sizes are
to be packed into bins of a given capacity, so as to minimize the number of
bins [8]. ultidimensional bin-packing packs volumes into a multi-dimensional
space. However, the generalization we need is vector-packing which ensures that
the jobs (customers) do not overlap in any dimension [7].

The assumption that a customer needs at most one server is not restrictive
since larger sets of servers can be treated as a single one. To make reasonable
comparisons between capacities of various resources and servers, we scale the
measurement units appropriately. For example, if one resource has units in which
a reasonable value is 1, whereas another has a reasonable value of 100, then we
scale the units so that they match.

A part of each server’s resources is partitioned among the customers on it,
and the remaining is available as a common pool. The ith customer’s partition
has size a;;j,7 = 1,...,d. The partition protects against load surges from other
customers on the same server.



Only the resources which are significant should be used for this scheme. Fewer
resources and time intervals reduce computational complexity. A single abstract
resource could model a system where there is a high correlation between load on
multiple resources, or if there is a single bottleneck resource.

tream ackin euristic

Customers C,...,C  are to be packed into servers. uring the progress
of the algorithm customers C' ,...,C  are left to be packed, < , where
is the total number of customers. The ith customer is represented by a resource
usage vector ¥; = (Yi1,...,Y; ), where each element is a random variable. Let

(Y;) = ( (Yi),..., (Yi)) denote its expected value. Let (Y;) denote the

mean usage over all dimensions (Y;) =
Servers are chosen to be packed in a sorted sequence such as decreasing
order of mean capacity. At a given time, only one server is open for packing. Let

=( 1,-.., ) bethe capacity of this server. Let =( 1,..., ) denote the
distribution of the resource utilized in the current server due to the customers
C already init. Let ( ) =( ( 1),..., ( )) be the vector of expected

values of the resource utilized in the dimensions of the current server.

If the ith customer is chosen as a suitable addition to the current server, the
server’s resource utilization vector is updated to the element-by-element convo-
lution of Y; with , assuming these are independent. The new server distribution

=(1 Y, Y; )= Y;, where represents the convolution op-
eration. Let C C ,...,C denote the set of customers that are a-satisfiable
with the current server as in equation (1). The following heuristics are proposed
for selecting the st l tay st to add to the current server
(i) ia Let  be the dimension where the current server has the
highest mean utilization ( )=max ( 1),..., ( ) .Thenthe th

customer is said to be the most complementary customer if, (Y ) =
min (Y; )C; C ,ie, C is the a-satisfiable customer that has the
smallest mean in the dimension

(i) 41 3 a ia Let the empty space in the server be denoted by =
(1,---, ), where ; is the maximum amount of resource that may be taken
away from the jth dimension so that the current server stays a-satisfiable

j=max Vi (5 N0 o).
i

enote the empty space in the current server if the ith customer was added to
itby *=(1%,.. ¥).Let ¢ denotethemean empty space, ¢ = ———.
Then, variance of the empty space in the server if the ith customer was
added is defined as ; = , ; ———. The th customer is the most
complementary customer if it gives rise to the least empty space variance, i.e.,
=min( ; C; C ). This variation attempts to equalize the utilization

over all dimensions, thus preventing saturation in any one dimension.
(i) ai i i i o We begin by finding C as in the inimized Variance
heuristic. Let C' be a set of customers with empty space variance close to



that of C C = C; (( ) < ),(C; C ), where is a scalar
constant. efine the maximum free space for the ith element of C as =
max ; 1 ; The most complementary customer C' is updated to the
customer in C' with the minimum of this maximum free space, i.e., =
min ; C; C . The motivation here is to keep the variance low while also
maximizing utilization.

(iv) a st bi ati The set of customers C' , that have a low empty space
variance is found as in aximized inima. In this set we choose the cus-
tomer with the minimum average empty space as the most complementary
customer C' , i.e., =min ! C; C .The motivation here is to keep
the variance low with also a high overall usage of the server.

treamm ackin 1 orithm

I1tCbt st st s Cy,....C

il (C=)
a s a 1
C I st st
1tC Cb t « satisfiabl st st s
il (C =)
c st li tay st
at t bability st ib ti t Y
C c c
¢ C C
at C C c
ls

Our algorithm finds its inspiration from one dimensional bin-packing ([8],
[14]) together with the use of variance amongst the dimensions. In that context,
off-line algorithms such as First-Fit ecreasing (FF ) and est-Fit ecreasing
( F ) have been found effective with a worst case approximation bound of 11/9.
Our first approach is in the spirit of est-Fit ecreasing. However the emphasis
of the multi-dimensional algorithms defined above is to reduce variance and
thus avoid over-utilization of any one single dimension. Our aximized inima
approach buckets items into size classes as in  odified First-Fit ecreasing for
the one-dimensional problem. ut the criterion of the bucketing is the variance.

Handling of implementation issues related to addition, deletion of customers,
change in requirements and high availability etc. are discussed in [16].

periment

We test the four stream-packing schemes discussed above for a single resource
class, and servers of equal capacity = 100. We take the minimum and maxi-
mum requirements for customers as a;; = 0 and b;; = 100, respectively, for all
i=1,..., andallj=1,...d.



We compare stream-packing against a virtual server approach (see Introduc-
tion) in which the resource allocated is a percentile of the peak requirement. For
instance, if & was 90 for our scheme then the natural comparison is against
the virtual server scheme where the customer’s allocation was 90 of his peak
requirements. We chose the virtual server approach for the comparison because
it encompasses the dedicated server approach. The packing is done using the
next-fit decreasing heuristic.

Resource utilization data has been generated from web traffic traces as it is
expected to be correlated. We obtained 16 traces, of which most were from the
Internet Traffic Archives [20]. We generated multiple traces from these as follows.
Variations in peak periods were simulated by time-shifting the web traces by a
random interval (uniform over 0-24 hours). The trace arrival patterns were scaled
to the desired average customer load level for each run. For each customer, 60
days of a trace was used. The first 30 days was used to determine the packing.
The next 30 days were used for validation.

To generate the probability distributions, we totaled the number of hits ar-
riving in each second. Each day was divided into 12 two-hour long time intervals
to reduce the number of dimensions. The number of request arrivals per second
X;; takes integer values between 1 and 100. The average resource consumption
over all dimensions for a customer is referred to as its average load. The number
of servers required for the packing, was found out for all customers at a single
average load level. This was done for average loads ranging from 2 to 30
of server capacity. The experiment was repeated for different QoS-levels (70 -
99.9 ) and for different numbers of customers (20-500). In order to simulate a
more realistic situation, we also tested the algorithms for customers with ran-
dom average loads. Average customer load levels are sampled from a uniform
distribution from 2 to 30 of server capacity.

Ana 1 0o eut

All the stream-packing heuristics generate an allocation that require significantly
fewer servers than the virtual server scheme. This is so across all QoS levels. For
95 a-satisfiability and 50 customers each of average load 2 of server capacity,
our schemes require only 3 servers while the virtual server scheme requires 18
servers (Fig. 1(c)).

With increasing customer load, the improvement in aggregate resource re-
quirement falls. The system experiences wasted space due to internal fragmen-
tation at larger loads, and as a result more servers are needed. However, even at
an average load 30 of server capacity a saving of about 50 servers is observed
for 95 a-satisfiability and 500 customers (Fig. 1(d)).

Our schemes perform best for more realistic customers with random loads.
The graph in Fig. 2(e) shows a linear (typical for all QoS levels) improvement in
server requirement with number of customers for 95 a-satisfiability. Customers
with smaller average loads fill up the servers effectively and result in better
utilization.
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The Largest Combination and aximized inima methods, require the least
number of servers in general. The former performs better than the other three
methods when used with all customers having the same average load.

There is a server cost to providing higher QoS (Fig. 2(b),(d),(f)). For 500 cus-
tomers, average customer load of 30 , the number of servers needed was around
270 at 80 « as compared to 500 servers at 99.9 «. For 500 customers, our
schemes needed about 120, 170, 240 servers for 80 ,95 ,99.9 «, respectively,
for random average load. At 99.9 « and for the largest average customer loads
(Fig. 1), no two customers were complementary and all five schemes needed as
many servers as there were customers. (Recall that there is a nonzero probability
of a customer requirement being equal to server capacity.)

In Fig. 2 (a),(c), the QoS provided to a randomly chosen server in the web
cluster is plotted against time of day for 90 a-satisfiability, 100 customers
with random average loads. For each hour of the day, the proportion of seconds
when the capacity exceeded total demand is noted. The best QoS is plotted
for the day on which average QoS is maximum (Fig. 2(a)). The worst QoS is
analogously defined. Since all the customers are not equally affected by drops
in QoS provided, the QoS provided to individual customers would be better
than the total QoS provided by the server. The QoS delivered by our schemes
is always more than required. ost of the time the virtual server scheme gives
higher QoS (at the cost of more servers) than stream-packing schemes, except
when the utilization is close to the peak.

onc u ion

We have proposed a resource allocation scheme that guarantees a probabilistic
QoS to each customer. Stochastic vector packing was used to find complemen-
tary customers so as to reduce the number of servers needed. Simulation results
showed reduction in total resource requirements, especially where there were
customers of random loads to be packed. In future, this approach could be used
as a basis for an on-line resource scheduling algorithm that knows’ customer
history, and allocates resources just-in-time by responding efficiently to actual
resource usage levels.
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